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ABSTRACT
Enrichment analysis is normally used to identify relevant
biological features that can be used to describe a set of
genes under analysis that, for example, share a common
expression profile.
In this article we propose the exploitation of enrichment
analysis for a different purpose: the evaluation of a disease
prognosis. With this application of enrichment analysis we
expect to identify clinical and biological features that best
differentiate between patients that suffered a specific disease event from those that did not. The features thus identified will be used to create patient profiles, which will in turn
be evaluated through similarity and supervised classification
approaches to predict the occurrence of the event.
This article presents the enrichment analysis methodology
proposed for a prognosis study, in which we use the disease
hypertrophic cardiomyopathy and its most severe manifestation, sudden cardiac death, as a case study.
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INTRODUCTION

Enrichment analysis is normally used for the functional
analysis of large lists of genes identified with highthroughput technologies such as expression microarrays. It
exploits the use of statistical methods over ontological gene
annotations to identify biological features that are represented in the gene set under analysis more than would be expected by chance. Such biological features are said to be
enriched, or overrepresented, and are then used to formulate
a biological interpretation of the gene set.
The ontology most commonly used in these analyses is the
Gene Ontology (Ashburner et al. 2000, Robinson and Bauer
2011, Zhang et al. 2010), although other resources such as
MeSH and KEGG are also explored (Leong and Kipling
2009). Strategies based on multiple vocabularies have also
been developed, namely in pharmacogenomics, including
the Human Disease Ontology and the Pharmacogenomics
Knowledge Base (Hoehndorf et al. 2012). LePendu et al.
propose a method to generate annotations when using vocabularies other that the Gene Ontology, testing its feasibility with the Disease Ontology (LePendu et al. 2011).
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In terms of statistical methods, the most commonly used is
the Fisher’s exact test (Robinson and Bauer 2011, Huang et
al. 2009), with more recent implementations also using
Bayesian techniques (Bauer et al. 2010).
Enrichment analyses are normally divided in three categories: Singular Enrichment Analysis (SEA), Gene Set Enrichment Analysis (GSEA) and Modular Enrichment Analysis (MEA). SEA works with a user-selected gene set and
iteratively tests the enrichment of each individual ontology
concept in a linear mode. GSEA also evaluates the enrichment of ontology concepts individually, but considering all
the genes in the experiment and not just a user-selected gene
set. MEA works with a user-selected gene set, but incorporates into the analysis the relationships between concepts
represented in the ontologies, thus evolving from a termcentric approach to a biological module-centric approach
(Huang et al. 2009).
Several tools have been developed that implement one or
more of these approaches. Examples of these tools are Ontoexpress (Khatri et al. 2002), GSEA (Subramanian et al.
2005), and GOToolBox (Martin et al. 2004) (a detailed list
of tools was collected by Huang et al. 2009).
In this work we propose to adapt the enrichment analysis to
develop a disease prognosis methodology, with the goal of
predicting if specific events may or may not occur in a given
patient. The enrichment analysis will be applied to identify
the set of clinical and genetic features that might assist us in
the differentiation of the patients for whom the event occurred from the patients for whom it did not. The identified
features will then be used to create profiles for the individual patients. In order to differentiate between the two sets of
patients, the profiles will be subjected to an evaluation step,
in which we will explore a similarity and a classification
approach. In the similarity approach, different semantic similarity measures (Pesquita et al. 2009) and a relatedness
measure (Ferreira and Couto 2011) will be tested to compare the profiles, followed by machine learning algorithms
such as clustering and nearest neighbors. In the classification approach, the patient profiles will be analyzed with
supervised classification algorithms such as random forests
(Breiman 2001) and Bayesian networks (Berner 2007) (see
Fig. 1).
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The datasets to be used in the implementation of this methodology were collected by biomedical experts in the context
of medical practice, and are thus characterized by a small
number of clinical features and a high number of missing
values, among other aspects. With this work, our purpose is
to evaluate if the application of an enrichment analysis to
this type of dataset can result in the extraction of relevant
knowledge from controlled vocabularies to improve the
quality of the dataset and, consequently, the quality of the
predictions made from it.
As a case study we will consider the disease hypertrophic
cardiomyopathy (HCM). This is a genetic disease that is the
most frequent cause of sudden cardiac death (SCD) among
apparently healthy young people and athletes (Maron et al.
2009, Alcalai et al. 2008). It is characterized by a variable
clinical presentation and onset, and there are approximately
900 mutations in more than 30 genes currently known to be
associated with it (Harvard Sarcomere Mutation Database).
Due to these characteristics, HCM is very difficult to diagnose. The prognosis is by no means easier, since the severity
of the disease varies even between direct relatives. It has
been observed that the presence of a given mutation can
correspond to a benign manifestation in one individual and
result in SCD in another (Maron et al. 2009, Alcalai et al.
2008).

Similarity Approach
Enrichment
Profiles
Analysis
Classification Approach

tween the application of this analysis in the context of gene
expression data analysis and in the context of the prognosis
methodology. Finally, we present how the enrichment analysis will be conducted with data from HCM patients, and
how the patient profiles will be created from the results obtained.
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DATASET

The data necessary for the diagnosis and the prognosis of
HCM has been represented in a semantic data model, with
mappings established between the concepts in the model
and four controlled vocabularies: the National Cancer Institute Thesaurus (NCIt) (version 10.03) (Sioutos et al. 2007),
the Systematized Nomenclature of Medicine-Clinical Terms
(SNOMED-CT) (version 2010_01_31) (SNOMED), the
Gene Regulation Ontology (version 0.5, released on
04_20_2010) (Beisswanger et al. 2008) and the Sequence
Ontology (released on 11_22_2011) (Eilbeck et al. 2005). A
total of 85.8% of the clinical concepts represented in the
model was mapped either to NCIt or SNOMED-CT, in identical proportion (42.9%).
Table 1 contains all the clinical features to be used in the
present work. With the exception of two of these features,
Sporadic and Hypertrophy morphology, they are represented in the semantic model and have an established mapping
with NCIt or SNOMED CT.
Table 1. Clinical features considered in the enrichment analysis and their
possible values.

Feature

• Data from patients
• Ontologies

Prognosis

Fig. 1. Schematic representation of the prognosis methodology.
The methodology is composed of two units: the first (left-side)
receives as input data from patients mapped to biomedical ontologies (or controlled vocabularies in general). It will apply an enrichment analysis to identify a list of ontology terms considered to
be enriched, which will be used to create profiles for the patients.
These profiles will then be subjected to an evaluation step (the
second unit, on the right-side) that will result in the evaluation of
the prognosis for individual patients. For the implementation of the
second unit, we will explore a similarity and a classification approach.

Due to the importance of the prognosis of HCM in terms of
SCD, this will be the event analyzed in our present study.
This work is currently under development, and in the rest of
the article the focus will be on our proposed application of
enrichment analysis to disease prognosis. In the following
sections we present the dataset and the methodology. In the
methodology section we begin by drawing a parallel be-
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Cardioverter defibrillator
Non-obstructive HCM
Obstructive HCM
Resuscitated sudden death
Sudden death
Non-sudden death
Sudden death family history
Familial
Sporadic
Blood pressure
Gender
Age
Hypertrophy morphology

Possible values

-1;1*

normal; hypertension;
hypotension
male; female
1; 2; 3; 4
apical; centric; concentric

* The values -1 and 1 correspond respectively to the absence or the presence of the
feature in the patient.
Familial and sporadic indicate if the patient has either the familial (hereditary) or the
sporadic form of HCM.
The age values correspond to the following intervals, in years: (1) [0,20]; (2) ]20,40];
(3) ]40,60]; (4) >60.

The genetic features are the mutations associated with the
disease, with possible values {-1,1}, i.e. absence or presence
of the mutation in the genome of the patient. The genes in
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which each mutation occurs are currently being mapped to
the Gene Ontology.
Both clinical and genetic features have been previously collected for 80 patients from Portuguese hospitals and molecular biology research laboratories, for the evaluation of
associations between genetic and clinical factors. The clinical features presented in Table 1 are considered by the medical experts as the most relevant for the diagnostic and the
prognosis of HCM, and were thus the only ones provided
for our present study. Table 2 shows the percentage of patients that have a known value for each of the clinical features and the total of 569 mutations tested.

the set of patients for whom the event occurred and also for
the set of patients for whom it did not, each set will be in
turn considered the study set. Fig. 2 shows an exemplificative representation of the population and study sets in a gene
expression experiment, and their counterparts in the prognosis analysis.

B

A
g4
g1

g3
g5

Population set
Study set

g2 g6

p4
p3
p1
p5
p6 p2

Table 2. Percentage of patients that have a known value for each of the
clinical features and for the total number of mutations.

Feature
Cardioverter defibrillator
Non-obstructive HCM
Obstructive HCM
Resuscitated sudden death
Sudden death
Non-sudden death
Sudden death family history
Familial
Sporadic
Blood pressure
Gender
Age
Hypertrophy morphology
Mutations
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Patients (%)
96
36
36
96
100
100
37
96
96
39
96
60
96
76

METHODOLOGY

The first step in any enrichment analysis is the definition of
the list of entities to be analyzed.
Considering the case of gene expression analysis, the complete list of genes under analysis is called the population set.
As referred in the Introduction, the GSEA receives this list
as input. However, both SEA and MEA require two sets of
genes as input: a user-selected gene set, which is called the
study set and is a sub-set of the population set; and the
population set. The criterion used to select the study set can
be (and normally is) the level of expression of the genes in
the biological setting under analysis, meaning that the study
set will be the set of genes that are considered to be overand/or under-expressed. The evaluation of the existence of
enriched ontology terms is then made for the study set in
respect to the entire population set. This means that for an
annotated term to be considered as enriched its annotation
rate has to be higher in the study set than in the population
set.
Considering the application of the enrichment analysis to
the prognosis of disease-related events, the population set is
the complete list of patients with the disease. Since we are
interested in obtaining a list of enriched ontology terms for

Fig. 2. Population set and study set in (A) a gene expression analysis and (B) the prognosis of disease-related events. In this example, the population set in A is composed of 6 genes, g1 to g6, and
the study set of 2 genes, g3 and g5. In accordance, the population
and study sets in B are composed of 6 and 2 patients, respectively.

3.1

Definition of patient profiles

Our aim is to define the patient profiles based on the result
of individual enrichment analyses performed with different
controlled vocabularies.
In order to assess the feasibility of this methodology, we
will begin by performing analyses with the Gene Ontology
and the NCIt.
Considering our case study of SCD occurrence in HCM
patients, we intend to evaluate the existence of ontology
terms that can assist us in separating patients with SCD
from patients without SCD.
When performing the analysis with the Gene Ontology, the
terms which enrichment will be evaluated depend on the
mutations the patients have. Firstly, the list of mutations that
all the patients in the study set have (e.g. patients with SCD,
with mutation value =1) is compiled; secondly, the list of
non-redundant mutated genes is retrieved from the list of
mutations; finally, the list of Gene Ontology terms used to
annotate the mutated genes is retrieved. The terms annotated
to the patients in the rest of the population are retrieved in
the same manner. The frequency of occurrence of the annotations is then calculated based on the patients, i.e., how
many patients in the study set and the population set are
annotated with the term. For each term, a patient can only be
counted once, even if he/she has more than one mutation
through which the term can be identified.
When performing the analysis with NCIt, the terms which
enrichment will be evaluated depend on the values of the
clinical features. For the features with possible values {1,1}, they will be considered if having value equal to 1 (thus
being present in the patient); for the categorical features, all
will be considered except when there are no known values
for any of the patients in the set. The terms annotated to the
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features are retrieved based on the mappings already defined
between them and the NCIt. The following two features
exemplify the procedure for boolean and categorical variables, respectively:
• Non sudden death: when value =1, retrieve and use the
term Non_Sudden_Cardiac_Death (and its parent
terms).
• Blood pressure: when value =hypertension, retrieve and
use the term Hypertension (and its parent terms).
The frequency of occurrence of the annotations is calculated
as before, i.e., how many patients in the study set and the
population set are annotated with the term.
We will test both SEA and MEA approaches. Since GSEA
produces a list of enriched terms for the entire set of entities,
it is not as interesting for our study as the other two.
The lists of enriched terms that result from the analysis with
each controlled vocabulary will be compiled and used as a
template-profile for the respective set of patients (e.g. with
SCD). The individual profiles will be defined as follows: for
each patient and each ontology term, it is checked if the
patient is annotated with the term; if true, a pair variable/term is created for that patient. The complete set of pairs
variable/term thus obtained is the profile for that specific
patient.
The pairs variable/term will substitute the original variables
in the second unit of the prognosis methodology (Fig. 1).
In this study we include in the group of patients with SCD
both patients that died due to a sudden cardiac arrest and
patients that suffered at least one resuscitated sudden cardiac arrest (which can be either alive or dead). The group of
patients without SCD includes all the other patients.
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DISCUSSION AND CONCLUSIONS

In this article we present a novel prognosis prediction methodology based on an enrichment analysis. This type of analysis is normally used in contexts such as gene expression
analysis for the identification of functional annotations that
might be used to explain the differences in expression. Here
we propose to use enrichment analysis for the identification
of ontology terms that might be used to explain the differences between the group of patients for whom a given disease event occurred and the group of patients for whom it
did not occur. The ontology terms considered to be enriched
will assist in the creation of profiles for individual patients.
These profiles will then be used to evaluate for new patients
if the event might occur or not.
An important aspect of the present analysis is the dataset: it
contains data from patients, and was collected in the context
of their medical evaluation. As such, it reflects two important aspects of the nature of clinical records: only the
information deemed relevant by the medical experts is pre-
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sent; not all of the information is available for all of the patients.
Our interest is precisely in evaluating if it is feasible to extract relevant knowledge from controlled vocabularies that
can enrich the dataset, and thus allow its exploitation with
data mining algorithms.
In a first approach, we will test only two vocabularies: the
Gene Ontology and the NCIt. Although this means that
some of the features will not be considered due to the inexistence of annotations, we expect to be able to evaluate the
applicability of the methodology.
The data under analysis in this study has been provided by
several Portuguese institutions, including hospitals and molecular biology research laboratories.
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